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Why Desperate Times (But Only Desperate Times) Call For Consequentialism1 
(penultimate draft; final version appears in Oxford Studies in Normative Ethics, Vol. 8, ed. 

Mark Timmons (2018).) 
 

I. Introduction 

 Many people think there are hard and fast moral prohibitions – things it’s morally wrong 

to do even if they would produce the best consequences.  We can’t, for example, kill healthy 

patients in order to harvest their organs and save several lives; we can’t waterboard people to 

induce them to donate money to important causes.2  But those holding this view sometimes 

want to make exceptions for extraordinary consequences.  They believe there are lines we can’t 

cross to avoid ordinary badness, but suggest that we can, and perhaps should, cross the same 

lines when it will prevent high-stakes catastrophes – stopping a nuclear terrorist attack, for 

example, or redirecting a meteor headed for Earth.  Their view is known as “threshold 

deontology”: the claim that there are moral duties that hold irrespective of the consequences, 

until those consequences exceed some threshold level.   

Although clearly controversial, threshold deontology has significant appeal, both to 

some philosophers and to many popular intuitions.3  But it has proven quite difficult to provide 

																																																								
1 For helpful feedback on the ideas presented in this paper, I am grateful to Alex Guerrero, Zoë 
Johnson King, Matthew Liao, Ishani Maitra, Emilio Mora, Liam Murphy, Japa Pallikkathayil, 
Samuel Scheffler, Sharon Street, David Storrs-Fox, Jake Zuehl, audiences at the Arizona 
Workshop in Normative Ethics and the NYU Philosophy Lunch Talk Series, and members of 
NYU’s Graduate Student Political Philosophy Working Group and the Philosophy Thesis Prep 
Seminar at NYU. 
2 Of course, many consequentialists would argue these activities don’t actually produce 
the best consequences.  The point here is only that it’s common to believe we should 
sometimes act in ways that don’t produce the best consequences; it is possible to 
substitute other examples. 

 

3 For threshold deontological accounts (and related views) see e.g., Samantha Brennan, 
“Thresholds for Rights,” Southern Journal of Philosophy 33, no. 2 (1995): 143-168; 
Bernard Gert, “Transplants and Trolleys,” Philosophy and Phenomenological Research 53, 
no. 1 (March 1993): 173-179; Matthew Liao, “Threshold Deontology and Moral 
Vagueness,” (manuscript); Michael Moore, “Torture and the Balance of Evils,” Placing 
Blame: A Theory of the Criminal Law, New York: Oxford University Press, 1997; Thomas 
Nagel, “War and Massacre,” War and Moral Responsibility, Princeton: Princeton 
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a principled justification for threshold deontology – one that not only yields results in line with 

our intuitions, but that also explains and supports them.  Instead threshold deontology may 

look like two different theories pasted together.  The usual justifications for consequentialist 

theories yield a picture in which only good consequences matter, and the usual justifications for 

absolutist deontology suggest that no consequences can warrant crossing deontic lines in the 

sand.  So neither type of justification seems to generalize to threshold deontology in a natural 

way.  Instead there’s a puzzling switch between theories at some threshold, that has 

understandably been criticized as arbitrary or ad hoc.4  Here I hope to provide a non-ad hoc 

justification of threshold deontology.  

I’ll argue that behaving in the way that threshold deontology recommends is a good 

strategy for being moral, given that we have imperfect moral knowledge.  And failing to use 

good strategies for being moral is, itself, morally bad -- we have a responsibility to avoid being 

reckless or hubristic in the face of our moral fallibility.  But good strategies can call for different 

actions under different circumstances.  In many cases, respecting others’ autonomy will be a 

good way to play it safe.  But, occasionally, a strict refusal to coerce others will, itself, be the 

excessively risky strategy, as with certain choices that have asymmetrically high stakes – for 

example, when a minor autonomy violation could prevent a large-scale catastrophe.  When 

very many lives are on the line in this way, refusing to constrain others’ autonomy seems to 

only fetishize my own understanding of moral rules. 

																																																								
University Press, 1974; Judith Jarvis Thomson, The Realm of Rights, Cambridge: 
Harvard University Press, 1990. 
4 See e.g., criticisms raised in Anthony Ellis “Deontology, Incommensurability and the 
Arbitrary,” Philosophy and Phenomenological Research 52, no. 4 (Dec. 1992): 855-875.  For a 
different type of criticism of threshold deontology, see Larry A. Alexander, “Deontology at the 
Threshold,” University of San Diego Law Review 37 (2000): 893-912. 
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Before I turn to arguing for this account, I want to get a better handle on what form a 

good justification for threshold deontology might take.  In Part II, I’ll suggest that some ways 

of framing the problem make it harder than it has to be, and will highlight an easier approach.  

Then I’ll begin to lay the groundwork for my solution.  My argument relies on there being a 

moral requirement to use good strategies when trying to be moral.  Part III provides some 

reasons to think there are such norms and briefly summarizes an account of them that I’ve 

provided elsewhere.5  With those building blocks in place, I’ll turn to examining what good 

strategies for being moral would look like and ultimately make the case (in Parts IV, V, and VI) 

that following threshold deontological norms will be a good strategy. 

 

II. Making the Problem Easier 

One of the most compelling critiques of threshold deontology is that the view seems too 

ad hoc.6  First, it looks like the norms change suddenly at some threshold (one thousand lives at 

risk? a million?).  But any particular threshold can seem arbitrary.  Second, it’s unclear why the 

switch occurs at all, if neither standard justifications for consequentialism, nor standard 

justifications for deontology recommend it.  The crucial, good news is that threshold 

deontology doesn’t have to involve an abrupt shift between two separate systems.  Michael 

Moore has argued that  

 
for a threshold deontologist consequences always ‘count’ [that is, they don’t suddenly 
begin mattering at a threshold] … however, until the threshold is reached the principle 
that makes such consequences count—the consequentialist principle itself—is 
outweighed by other moral principles.7   

  

																																																								
5 Chelsea Rosenthal, “Trying to Be Moral, Morally,” in Ethics for Fallible People, Dissertation, 
New York University (manuscript). 
6 See e.g., Ellis, 1992. 
7 Michael Moore, 1997: 723. 
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This type of theory, consisting of various principles weighed against each other -- 

deontological, consequentialist, and perhaps others – escapes some worries about an arbitrary 

threshold because there’s no point when we change our minds about which principles are 

deserving of consideration.  The same principles are at work all along, just sometimes 

outweighed.  But a version of the worry about justification still persists.  It may be unclear 

whether there’s an independent reason to think we should combine these principles and weight 

them in this way, especially given the diverse (and sometimes incompatible) justifications 

available for different moral principles.   

It’s best to adopt Moore’s point that consequences can count from the outset while 

being outweighed, but to drop his framing of this in terms of competing principles.  Threshold 

deontology needs to incorporate consequences, but it doesn’t need to incorporate 

consequentialism.  And it’s common for ordinary, fairly unified, moral theories to give some 

weight to consequences without consequences being the only morally relevant consideration.  

John Rawls even remarked that “[a]ll ethical doctrines worth our attention take consequences 

into account … One which did not would simply be irrational, crazy.”8  This begins to suggest 

that moral theories with a threshold structure shouldn’t be so surprising after all.  While there 

are a variety of ways for consequences to maintain a limited (but important) role in a moral 

theory, thresholds are one fairly natural approach.  If consequences are just one, moderately-

weighted factor out of many that together determine what we ought to do, then small 

differences in consequences might not settle how we should act.  But attaching even that same, 

moderate weight to extraordinary consequences may be enough for those consequences to 

outweigh other considerations and determine our actions.  This gives rise to a threshold effect, 

in which we should sometimes act in ways that don’t produce the best consequences, but under 

																																																								
8 John Rawls, A Theory of Justice, (original edition) Cambridge: Harvard University Press, 1971. 
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which very large consequences will tend to be decisive.  This doesn’t mean, though, that our 

standards change when consequences get more serious.  It just means that we’re applying the 

same standards in different circumstances. 

This dynamic suggests a promising route for explaining threshold deontology.  

Looking for explanations for a radical switch-up at a threshold is hard; the switch tends to seem 

mysterious or arbitrary.  Instead we may be better off looking for a good, unified theory that 

happens to give consequences a role – but not the only role – in determining what we should 

do, and which yields guidance in line with threshold deontological convictions.  That is the line 

of thinking that I’m going to pursue here. 

 

III. Good Procedures as Morally Good 

Even with this restructured approach to threshold deontology, it remains challenging to 

find a moral theory that accounts for the threshold deontological normative commitments 

many share, while being justified in a way that goes beyond brute intuitions.  So, in looking for 

the type of theory described in Part II, my approach will be unconventional.  The theory I find 

best-suited to accounting for threshold deontology’s normative commitments is not a first-

order, moral theory.  Instead, I’ll argue that we should follow threshold deontological norms 

because doing so is a good strategy for being moral, given our fallibility.  In doing so, I’ll leave 

open whether first-order morality is ultimately threshold deontological. 

But, to provide a justification for threshold deontology, I need to show that complying 

with threshold deontology’s requirements is something we morally ought to do.  For my 

strategy-based approach to show this, it’s important that we’re morally required to use a good 

strategy when trying to be moral – that being reckless or using a bad strategy would, itself, be 
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morally bad.  Arguing for this point, and making sense of this type of morally-binding, 

strategic norm, will require a brief detour. 

We’re all fallible, and often uncertain, when determining what’s morally right.9  Even 

when we’re aiming to be moral, there’s the possibility that we’re mistaken about what morality 

calls for.  We might be unsure, for example, whether we’re morally required to be vegetarians 

or whether a too-good-to-be-true job offer will require us to behave wrongly.10  In cases like 

these, we face choices about how to handle the risks involved.  We can try to position ourselves 

to make more reliable judgments, or avoid actions whose moral status seems questionable, 

choosing an alternative instead, to “hedge our bets.”  In other cases, we may decide that not 

much is at stake and proceed without much further concern.   

																																																								
9 There has been a growing literature on decision-making under moral uncertainty. See 
e.g., Alexander A. Guerrero, "Don’t Know, Don’t Kill: Moral Ignorance, Culpability, 
and Caution," Philosophical Studies 136, no. 1 (2007): 59-97; Johan E. Gustafsson and 
Olle Torpman, “In Defense of My Favourite Theory,” Pacific Philosophical Quarterly 95, 
no. 2 (2014): 159-174; Elizabeth Harman, “The Irrelevance of Moral Uncertainty,” 
Oxford Studies in Metaethics (forthcoming, pending final review); Ted Lockhart. Moral 
Uncertainty and its Consequences, New York: Oxford University Press, 2000; William 
MacAskill, “The Infectiousness of Nihilism,” Ethics 123, no. 3 (2013): 508-520; Dan 
Moller, "Abortion and Moral Risk." Philosophy 86, no. 3 (July 2011, 2011): 425-443; 
Jacob Ross, "Rejecting Ethical Deflationism," Ethics 116, no. 4 (2006): 742-768; Andrew 
Sepielli, “What to Do When You Don’t Know What to Do,” Oxford Studies in Metaethics 
4 (2009): 5-28; Holly Smith, “The Subjective Moral Duty to Inform Oneself Before 
Acting,” Ethics 125 (Oct. 2014): 11-38.; Christian Tarsney, “Intertheoretic Value 
Comparison: A Modest Proposal,” Journal of Moral Philosophy (forthcoming); Brian 
Weatherson, “Running Risks Morally,” Philosophical Studies 167, no. 1 (2014): 141-163; 
Michael J. Zimmerman, Ignorance and Moral Obligation, New York: Oxford University 
Press, 2014. 
10 Here I treat uncertainty about morally relevant descriptive facts together with 
uncertainty about moral principles, in part because both can contribute to uncertainty 
about what it would be moral to do in a given case, and our confusion about how to 
confront such cases doesn’t come with pre-packaged partitions. For further discussion of 
this issue, see Rosenthal, “Trying to Be Moral, Morally,” and William MacAskill, 
Normative Uncertainty, Dissertation, Oxford University, 35-36.  Ultimately, however, I 
don’t take my argument here to depend upon incorporating uncertainty about 
descriptive facts into my account of moral uncertainty. 
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I’ll refer to norms addressing this type of higher-order issue as procedural oughts or 

procedural norms.11  Put more precisely, procedural oughts are moral norms concerning how 

we should go about trying to satisfy any other set of moral norms, given the challenges we face 

in discovering their content.12  This can include any steps that we should take to mitigate our 

risk of acting wrongly, encompassing preparation (e.g., additional contemplation or research) 

and the selection of the acts themselves (e.g., by choosing acts that seem “morally safe” in order 

to “hedge our bets”).  I will use “substantive oughts” or “substantive norms” to refer to all non-

procedural moral norms (that is, those moral norms that don’t concern how to ethically 

approach a further set of moral norms).13   

I discuss this picture in more detail in other work and argue that using appropriate 

strategies when trying to be moral is something we morally ought to do; using bad strategies 

is, itself, morally bad.14  For example, if Emily morally ought to reply to a distraught friend’s 

email with kindness and sound advice (such that a good reply requires her to weigh a variety of 

competing values), then she also morally ought to avoid writing the email while drunk, given 

the risk that she won’t write what she ought to.  Even if she successfully writes an appropriate 

email while drunk, taking that chance would be a morally failing.  A complete defense of this 

																																																								
11 I will use “oughts” and “norms” here interchangeably.  
12 Gideon Rosen has discussed the related phenomenon of what he terms “procedural 
epistemic obligations.”  I take Rosen’s conception of procedural epistemic obligations to 
be in a spirit compatible with what I’m calling “procedural oughts,” although Rosen 
focuses more narrowly on steps that agents take in advance of acting and, chiefly, on 
examining the relationship between culpability and the norms governing these steps.  
Gideon Rosen, “Skepticism about Moral Responsibility,” Philosophical Perspectives, 18, 
Ethics (2004), 301.  See also the discussion of procedural moral obligations in Elizabeth 
Harman, “Ethics is Hard!  What Follows?” (manuscript). 

 

13 By contrast, work on subjective and objective oughts has typically focused more narrowly on 
the choices we make when we’re ignorant about morally-relevant descriptive facts. For more on 
the relationship between these concepts and substantive and procedural oughts, see Rosenthal, 
“Trying to Be Moral, Morally.” 
14 Rosenthal, “Trying to Be Moral, Morally.” 
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view isn’t possible within the scope of this paper, but a few features of it are worth highlighting 

and briefly motivating. 

On my account, both substantive and procedural norms have genuine moral force.  

Using reckless procedures will typically be morally wrong, even if a person is fortunate enough 

to end up in compliance with substantive norms, despite that recklessness.  The importance of 

getting substantive morality right helps explain why good procedures matter morally, and any 

information we have about substantive norms will impact what we procedurally ought to do.  

But procedural norms aren’t reducible to substantive norms: not only can you violate one 

without violating the other, determining the content of procedural norms will also require 

addressing issues outside the scope of substantive morality – for example, how risk averse to be 

when facing moral uncertainty.  

The intuitive thought behind this picture is that, if it’s wrong to do significant moral 

wrongs, then it’s also wrong to be reckless in selecting a strategy for avoiding wrongdoing.  

And failing to use appropriate strategies can manifest a disrespect for those we’re at risk of 

wronging.  We are already accustomed to thoughts along these lines in certain contexts, 

including decision-making on others’ behalves: if I’m empowered to make medical decisions on 

behalf of an unconscious patient, I’d be doing something wrong by flipping a coin to decide 

whether they should receive an important surgery – and this is true even if the coin flip 

happens to lead to the best decision.  A similar thought is common in discussions of criminal 

justice.  If a substantively just conviction is secured through due process violations, the 

procedural violations remain a form of wrongdoing (at least on many views).  Ultimately, the 

discussion in the coming pages may also lend support for this framework, by showing that 

procedural norms can be a powerful theoretical tool for making sense of other features of the 

moral landscape. 
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This substantive/procedural oughts account gives us what we needed: we morally 

ought to follow good strategies for being moral, so if threshold deontological norms are good 

strategies, we morally ought to comply with those norms. But these requirements are 

procedural norms, and as with due process requirements, this leaves open what other, 

substantive norms might call for, and whether they are also threshold deontological.  I’ll 

ultimately suggest (in Part VII) that the action-guiding, moral reasons procedural norms give 

us for following the norms of threshold deontology may be enough to justify the normative 

commitments underlying the view – and that leaving open the content of substantive norms 

may have explanatory benefits. 

To make the case that we procedurally ought to act like threshold deontologists (a 

phrase I’ll use to refer to acting in the ways that first-order, threshold deontology would 

endorse), I’ll first need to say a bit about the factors that determine what we procedurally ought 

to do.  I’ve discussed this problem in more detail in other work.15  But a few key ideas are worth 

highlighting here.  First, and least controversially, what we procedurally ought to do will 

depend in part on how likely a particular act is to be wrong, and how (right or) wrong it’s likely 

to be.  But I have argued that other considerations will also be relevant to procedural norms, 

including the personal sacrifices a particular course of action requires, and how the risk of being 

a victim of wrongdoing is distributed across the population.   

Most relevantly, the stakes of our actions matter to what we procedurally ought to do.  

Put differently, what we procedurally ought to do will depend upon how risk averse we should 

be.  Consider a contrast between two acts whose moral status is unsure.  The first case is very 

high stakes: the act might be extremely morally choice-worthy or might be morally horrific 

																																																								
15 Chelsea Rosenthal, “What Decision Theory Can’t Tell Us About Moral Uncertainty” in 
Ethics for Fallible People, Dissertation, New York University (manuscript). 
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(acting to trigger a violent uprising could have this status, if there is uncertainty about the 

goodness and justifiability of that violence).  A second act is much lower stakes, with a 

possibility that it’s mildly good or mildly bad, but little chance of anything more significant 

(think here of white lies, for example).  The first act is, at worst, morally horrific, while the 

second is, at worst, mildly bad (note that these are claims about the moral status of the acts, not 

the consequences they produce).  Risking the second is commonplace, while risking the first can 

be morally reprehensible.  Although I can’t argue the point in full here,16 it seems that the 

stakes of our actions matter to how we ought to navigate moral uncertainty.  And this will turn 

out to be helpful in showing that we procedurally ought to follow threshold deontological 

norms.   

Identifying factors that matter to the content of procedural norms doesn’t give us a 

precise formula for determining what we procedurally ought to do – but my justification of 

threshold deontology will permit a fair amount of flexibility here.  And the best prospect I see 

for filling in the particulars lies not in crafting a formula for procedural norms in advance, but 

in engaging in “reflective equilibrium” reasoning as we work through applications.  (I return to 

this notion in Part VI.) 

This way of talking about procedural norms represents a significant departure from the 

decision-theoretic approaches to moral uncertainty that have dominated recent work, though I 

borrow some key insights from it.  That work has primarily asked what it’s rational to do in the 

face of moral uncertainty, while I’m concerned with what it’s moral to do in those cases.17  So 

my argument here does not require rejecting their claims.   

																																																								
16Id. 
17 See e.g., Lockhart, 2000; Ross, 2006. 
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But it’s natural to wonder whether the decision-theoretic approaches that have been 

popular for answering the first question might be repurposed to answer these moral questions.  

I argue elsewhere that decision theory can’t settle the content of procedural moral norms for 

us.18  This is partly because the expectation maximizing approaches that have been favored 

aren’t well-equipped to account for certain features that should matter to procedural moral 

norms (e.g., the level of personal sacrifice that we morally ought to make to reduce the risk of 

wrongdoing, or the degree of risk aversion that’s morally appropriate).  Alternative accounts of 

rationality can address some of these concerns,19 and there are some ways of incorporating 

them within more orthodox understandings of rationality. 

But, more importantly, in order to select a model that is well-suited to telling us what 

it’s moral to do in the face of moral uncertainty, we first would need to settle more 

foundational, moral questions – about, for example, how much we should sacrifice in order to 

reduce our risk of moral wrongdoing.  Decision-theoretic accounts of rationality can’t answer 

these questions in advance.   

Nevertheless, more conventional approaches to moral uncertainty are compatible with 

the bulk of my argument below.  Commitments to expectation-maximizing accounts of 

rationality don’t rule out risk aversion being morally called for.  And while the particulars of my 

account will sometimes require risk aversion, the broad contours of my analysis will be 

compatible even with expectation-maximizing accounts of what it’s moral to do about moral 

uncertainty – good strategies for being moral would still turn out to have a threshold 

character.  

 

																																																								
18 Rosenthal, “What Decision Theory Can’t Tell Us About Moral Uncertainty.” 
19 Lara Buchak, Risk and Rationality, New York: Oxford University Press, 2013. 
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IV. Why Consequentialists Should Act Like Threshold Deontologists 

Having suggested that procedural norms impose genuine moral requirements, and 

identified some factors that matter to their content, I can now ask if those norms call on us to 

act like threshold deontologists.  I’ll begin by arguing that procedural norms have a threshold 

structure.  By this, I mean these norms sometimes tell us to adhere to autonomy-respecting, 

deontological duties – even in some cases when doing so yields worse consequences – but that 

they also ask us to depart from those duties in favor of better consequences, when the 

consequences at stake rise above a certain level.  I will defer discussion of where this level 

might be until Part VI; for now, I only want to argue that procedural norms will have this 

structure.  (For simplicity, I will talk in terms of a single threshold, but the most plausible 

versions of threshold deontology will have a somewhat more complex structure.  For 

discussion of this issue, see Samantha Brennan’s “Thresholds for Rights.”)20 

In brief, the argument is as follows.  Under ordinary circumstances, respecting 

deontological norms will be a good strategy for being moral.  In part, this is because absolutist 

deontologists might be right, and if so, violating those norms could be a form of significant 

wrongdoing.  But even if direct, act-consequentialism is likely correct, respecting deontological 

norms will typically be a good strategy for being moral – given some special risks associated 

with actions guided by act-consequentialism.  In fact, many act-consequentialists already 

believe we shouldn’t allow act-consequentialism to directly guide our actions.  In the typical 

case, following these deontological norms will be a good strategy.  But doing this carries its 

own risks that emerge particularly starkly in certain high stakes cases.  I’ll argue that, in these 

cases, strict adherence to deontological norms becomes a bad strategy for being moral.  If this 

																																																								
20 Brennan, 1995. 
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is right, following good strategies for being moral will involve strictly adhering to 

deontological norms under ordinary conditions, but departing in certain higher stakes cases – 

much like the threshold deontologist recommended. 

Let’s take a closer look.  To be more specific about what we procedurally ought to do, 

we’ll need to make some assumptions about the plausibility of different substantive moral 

views.  As we saw in Part III, procedural norms are shaped, in part, by how likely particular 

substantive views are to be correct (though this won’t be the only factor that matters).  I want 

to suggest that under a wide variety of assumptions about what’s substantively plausible, 

procedural norms will still have a threshold structure.  To help bring this out, I’ll consider 

what we procedurally ought to do under two very different assumptions about what’s likely to 

be substantively right: first, assumptions sympathetic to act-consequentialist, substantive views 

and then those friendly to absolutist, deontological, substantive views.  (These are the forms of 

consequentialism and deontology that I’ll have in mind going forward, unless I note otherwise.)  

In neither case will I assume that a particular, substantive theory is certain to be correct – on 

my view we’re fallible and there’s always some possibility that a view we favor is mistaken.  

Instead, I’m considering assumptions that a given moral theory is very likely to be right, and 

showing that under each assumption, our best strategies will nevertheless not involve directly 

following a favored theory, but instead will have a threshold structure.  Where the threshold is 

may vary depending upon which substantive theories are likely to be correct, but the 

procedural norms will, at least, have this structure.  Further questions will need to focus on the 

contours of the threshold, rather than whether it’s plausible to have a threshold, and I begin to 

explore this in Part IV. 
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To consider what procedural norms look like under different assumptions, let’s first 

suppose that consequentialism is probably correct about first-order morality.  But we’re fallible, 

and we know that we might be mistaken about moral matters.  Now what?   

I want to start by arguing that under these consequentialism-friendly assumptions, it 

will ordinarily be a good strategy to follow deontological norms.  First, deontology might still 

be correct.21  Although we’re supposing that this is a small possibility, even that minimal 

possibility will be enough to create some cases in which directly pursuing the best 

consequences will not be our best strategy for being moral.  It would be strategically 

worthwhile, for example, to choose an act with slightly lower utility than available alternatives, 

if doing so avoids violating what might be a very serious moral norm.  On the other hand, 

trade-offs of this type will become a bad strategy, once the negative consequences of our actions 

become significant enough: the trade-off would carry too great a risk of being a serious moral 

mistake, given the high possibility that consequentialism is correct.  This dynamic is already 

enough to give procedural norms a threshold structure.  It means that, at least sometimes, we 

should “hedge our bets” and follow deontological norms despite worse consequences, but that 

we should be willing to transgress those norms when the relevant consequences are above a 

certain level.  The greater the possibility that absolutist deontologists are correct, the higher 

that level becomes; the more likely consequentialism is, the lower that level (“threshold”) 

becomes, roughly. 

Following any moral theory comes with some risks of this type – the theory might be 

mistaken, and alternative theories might be correct.  But directly following consequentialism is 

risky in special, additional ways.  In part, this is because it requires us to determine which 

																																																								
21 Alternatively, we might be mistaken about what is the good worth pursuing – e.g., pleasure 
or preference-satisfaction. 
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actions will produce which consequences, and we may not be very good at doing so 

(particularly in the imperfect and sometimes hurried conditions under which we make 

decisions).  If we try to lie, cheat, or steal our way to a better world, there are many ways this 

can backfire and lead to worse consequences, creating additional risks that we may not be 

acting as we morally should.  This much isn’t news.  Many consequentialists already recognize 

this problem, and (partly for this reason) some believe we shouldn’t try, directly, to produce 

good consequences in every case.  

Following deontological norms to mitigate these problems shouldn’t be a surprising 

technique.  After all, rule consequentialists have often suggested that we can promote good 

consequences by following rules that have much in common with deontological norms.22  (I’ll 

address rule-consequentialism and other varieties of consequentialism later in this section.)  But 

my goals here are different from those of the rule consequentialist.  I need to show that 

following deontological norms strictly is usually a good strategy for being moral, whatever 

morality happens to call for, not only that it is a good strategy for producing good 

consequences – and with this objective, we encounter additional reasons not to directly pursue 

good consequences.  Below I’ll suggest that a distinctive feature of act-consequentialism 

combines with our fallible judgment to generate special risks.  And complying with 

deontological norms – especially those requiring respect for others autonomy – will typically 

be a good strategy for being moral in the face of those challenges. 

Directly pursuing good consequences is specially risky because it invites us to claim too 

much decision-making power for ourselves, which magnifies the risks associated with our 

possible mistakes (both mistakes concerning moral principles and those concerning morally-

																																																								
22 See e.g., Brad Hooker, Ideal Code, Real World: A Rule-Consequentialist Theory of Morality, New 
York: Oxford University Press, 2000. 
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relevant facts on the ground).  If our actions are directly guided by act consequentialism, we’ll 

be willing to further the ends we take to be good, not only by using our own bodies, agency, 

and resources (simply “resources,” for ease of discussion) but using other peoples’ as well, when 

helpful.  But, given our fallibility, doing this will sometimes be reckless.  When multiple people 

make their own decisions about how to act, each of them, individually, could be making a good 

choice or could be mistaken; the risk of this is, to some extent, inescapable.  But sometimes we 

take away others’ opportunities to make decisions.  We may, for example, coerce or manipulate 

them, such that their bodies, agency, or resources are used for ends that we’ve chosen, but that 

they haven’t vetted (perhaps they reject these ends explicitly or perhaps they haven’t been 

given the opportunity to make their own determinations).  When we behave this way, we might 

produce especially good consequences – if we’re right about what’s good and how to achieve it.  

But if we’re mistaken, not only will we have behaved wrongly ourselves, we will have coerced 

others into furthering wrongdoing as well – likely leading to more wrongdoing than if we had 

acted alone with only our own resources.  (Note that this doesn’t require that others have any 

principled entitlement to the decision-making power they began with – only that our actions 

concentrate decision-making power more than available alternatives.)  Taking on extra 

decision-making power magnifies the usual problems associated with acting while fallible: at 

worst, our acts are more severely wrong.  It will often be less risky to leave others to decide 

how to use resources – granting them the autonomy that many deontological norms require. 

Consider the example of Albert, the well-meaning liar.  Albert is starting a new 

charitable organization, and needs money.  He has already contributed as much as he can afford, 

so he lies to a seemingly well-off friend in order to get the money – claiming he needs it for a 

medical procedure.  When Albert does this, he’s taking a risk.  His actions could be morally 

very desirable, if his relevant judgments are correct – that is, if the organization is well-
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designed to meet its goals, if its goals really are good, and if there is no strict, moral prohibition 

against lying.  But if he’s mistaken, he may have made matters morally worse than if he’d been 

honest with his friend.  It could be that he’s wronged his friend, or made his friend worse off 

than anticipated (perhaps because of prohibitions on lying, but maybe simply because Albert 

under-appreciated the consequential value of autonomy or didn’t realize the realities of his 

friend’s financial situation).  Crucially though, Albert may also simply have been able to do 

more wrongs because of the assistance – for example, if he was convinced that anti-gay 

therapies were good, and used the money to do more horrifying wrongs on this basis.  

If Albert is mistaken in any of these ways, his actions are morally bad.  But even if he’s 

not mistaken, taking the risk could, itself, be moral wrongdoing.  As I suggested in Part III, it 

is morally bad to use bad strategies for trying to be moral, and which strategies we should use 

will depend partly on how bad a particular approach could turn out to be, at worst.  By lying to 

his friend, Albert raises the stakes of his decisions.  When Albert lied, he didn’t give Ralph a 

chance to assess the situation for himself, so more was riding on Albert’s own judgements, and 

any mistake Albert might make now carried a greater potential for wrongdoing.23  In this 

sense, lying magnifies the risks involved with a course of action.  And taking on this magnified 

risk will sometimes, itself, be wrong, particularly when the anticipated benefits are very small.  

If this dynamic arises in even a small number of cases, that is enough to establish a threshold 

structure.  But the effect seems to actually be quite general.  

Lying has particularly clear effects for autonomy and decision-making power, but 

similar arguments can be made about a wide range of acts that deontologists oppose.  While 

																																																								
23 This phenomenon suggests a riskiness to concentrations of power generally (even via 
consensual transfers of power), although the moral goods made possible by coordination will 
sometimes outweigh these risks.  I can’t address the dynamic in full here, but I am currently 
working on an exploration of this phenomenon in institutional contexts. 
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concentrating decision-making power is clearly not the primary wrong involved in killing or 

torture, both do use others’ resources for ends they haven’t chosen or vetted, so similar risk 

magnification effects arise.  My aim here is not to explain everything that is wrong with these 

acts.  Rather I want to shed light on particular difficulties that they generate that might help 

explain why our norms about them could have a threshold character. 

Albert’s story is, in some ways, atypical.  He meant well and believed his lies to be in 

service of the greater good.  Most violations of deontological norms have fewer redeeming 

features, and were never intended to produce the best consequences for the world as a whole, 

nor could they.  In those cases though, it’s less of a challenge to show we should act in 

compliance with deontological norms – consequentialism already provides the same guidance 

as deontology because the prohibited actions would also produce worse consequences. 

So far, then, it looks like directly pursuing good consequences, without regard for 

deontological rights, multiplies risk in special ways, because act-consequentialism has a feature 

that deontology ordinarily does not: it calls on us to take more decision-making power for 

ourselves, which raises the stakes of our actions.  And because the stakes of our actions matter 

to what we procedurally ought to do, directly pursuing the best consequences will sometimes 

not be the best strategy for being moral, even under consequentialism-friendly assumptions.  

Respecting deontological norms that emphasize others’ autonomy will sometimes be a better 

strategy.  This gives us the first half of what we needed: a set of cases in which we should 

comply with deontological norms even if they produce worse consequences.  Now we need to 

see if there is a higher-stakes set of cases where this will change. 

Consequences whose value is above some level will eventually be enough to warrant 

violations of deontological norms.  To pick an extreme example, we can imagine that we would 

have to punch one, innocent person, if we want to gain access to equipment that is crucial for 
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preventing a meteor from hitting the Earth and causing millions of deaths.  Our options, we 

can suppose, are to punch the innocent person and stop the meteor, or to do nothing (not 

killing and not preventing the meteor strike).  The punch would transgress deontological 

norms, and if I punch in order to gain access to the equipment, I take extra decision-making 

power for myself, physically overriding another person.  So the option of punching carries the 

special risks we’ve been discussing; it magnifies the risks associated with any errors I may 

make.  (The same would be true of e.g., lying to the owner of the equipment.) 

But this is not the only way that choices can be risky.  The risk of inaction can be 

extremely high, even without special, magnification effects.  If it’s wrong to fail to stop the 

meteor strike, it’s likely very severely wrong -- and under the consequentialism-friendly 

assumptions we’ve made, it probably is wrong.  Here, inaction may be riskier than acting in a 

way that breaks deontological rules (depending upon how we specify some features of the case 

– e.g., how clear it is that punching will have particular results).  But my aim isn’t yet to make 

any claims about where the tipping point will be between such cases and those in which 

respecting autonomy is the lower-risk option.  Rather, the key idea is that under fairly modest, 

consequentialism-friendly assumptions, there will be some cases in which following 

deontological norms is the best strategy for being moral, and other, higher-stakes cases in 

which it is a better strategy to break deontological rules and directly pursue good 

consequences.  If we morally ought to use good strategies for being moral, this gives us a set of 

moral norms with a threshold structure.  We can debate the particular location (or locations) of 

that threshold, but we shouldn’t be surprised that morality has that shape. 

Before I turn to examining procedural norms under a more deontologist-friendly set of 

substantive assumptions, it’s worth saying more about the relationship between my account 

and consequentialist moral theories.  I made the case above that letting consequences guide our 
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actions is risky in some unrecognized ways, particularly because concentrating decision-making 

power impacts risk.  While the argument focused on showing that procedural norms have a 

threshold structure, it can be re-framed as presenting a new problem for direct, act-

consequentialism: letting consequences guide our actions can carry an excessive risk of 

wrongdoing.  Directly aiming to produce the best consequences may be a reckless strategy – 

and that might, itself, be morally bad. 

Of course, many consequentialists suggest we shouldn’t aim directly for the best 

consequences.  Taking a position he describes as “decision-theoretic consequentialism,” Frank 

Jackson argues that consequentialists should maximize expected moral utility, recognizing that 

this will sometimes mean choosing e.g., a strong second-best option, because the options that 

might maximize utility carry some risk of being disastrous.24  And rule consequentialists have 

long claimed that we shouldn’t directly pursue good consequences.  In fact, the framework I’ve 

been discussing may help resolve a puzzle for rule consequentialism: why rule-breaking that 

produces good consequences could be morally bad.  If I’m right that bad strategies are morally 

bad, then the strategic considerations in favor of strictly following the rules (e.g., avoiding 

mistaken judgments), can give us moral reasons for rule consequentialism. 

Decision-theoretic consequentialists and rule consequentialists may be able to avoid the 

full force of my charge of recklessness.  Nevertheless, I part ways with them in a few respects.  

First, rule consequentialists recognize only their rules as morally binding.  In contrast, I take 

both substantive and procedural norms to have genuine moral force – violating either of them 

is doing something morally wrong.  (Jackson is more open to the possibility of multiple 

“oughts”.)25  More crucially though, I diverge from both Jackson and the rule consequentialists 

																																																								
24 Frank Jackson, “Decision-Theoretic Consequentialism and the Nearest and Dearest 
Objection,” Ethics 101, no. 3, 1991: 461-482. 
25 Id., 472. 
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because I do not believe that the morally best procedures will be the procedures that optimize 

for good consequences.  Instead, morally good procedures will take into account the possibility 

that consequentialism as a whole is mistaken – that Kant, for example, may have had a better 

handle on morality after all. 

 

 

V. Why Absolutist Deontologists Should Act Like Threshold Deontologists 

So far, we’ve been supposing that the correct, substantive, moral theory is probably 

consequentialist.  And it turned out that, under those assumptions, we should follow procedural 

norms with a threshold structure.  But I want to consider now what good procedures look like 

for a different set of assumptions about substantive morality.  Let’s assume it’s very likely that 

the correct, substantive, moral theory is an absolutist form of deontology under which 

individuals have rights that remain inviolable even when violating them is the only way to 

prevent catastrophe.  I want to explore what good moral strategies would look like on the 

assumption that this type of deontological view is probably substantively right.  (I’ve chosen an 

extreme variety of deontology because it is most at odds with threshold deontology; similar 

arguments can be made for other deontological views.)   

First, consider ordinary cases in which the stakes aren’t yet severe.  Here, respecting 

others’ autonomy will remain a good strategy for being moral.  On the assumptions we’re 

making, it’s probably the substantively right thing to do.  And respecting rights wouldn’t have 

the risk magnifying effect that restricting others’ autonomy does.  Of course, there’s some 

possibility that consequentialist critics are correct after all, and refusing to infringe autonomy 

is a moral mistake.  But even if it is, the moral mistake wouldn’t be very severe, because the 

cases we’re examining are precisely those cases in which the stakes are not yet very high.  So 
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there will be a class of cases in which our best strategy for being moral will be to follow 

deontological norms, even though violating them would be produce better consequences.  I’ll 

leave open how expansive this class of cases is, but at a minimum, it seems clear that respecting 

deontological norms will be the best strategy when the potential improvement in consequences 

is very small. 

None of this is, so far, surprising.  But, I want to suggest that there will be some higher-

stakes cases in which it will no longer be a good strategy to follow deontological norms.  

Consider, again, the example of an upcoming meteor strike, in which we must choose between 

punching an innocent person in order to stop a meteor strike that would cause vast devastation 

(with millions of deaths) and inaction (not punching, but also not stopping the meteor).  

According to our assumptions, friendly to absolutist deontology, inaction is likely to be the 

substantively right thing to do.  But unlike in low-stakes cases, here even the (epistemically 

humble) absolutist must recognize that if inaction is wrong after all, it is probably quite 

severely wrong.  It would be a moral mistake that led to the loss of millions of lives.  This is 

not like the case of a white lie for which there’s disagreement about the moral rightness of the 

lie, but widespread agreement that the case is low-stakes.  So long as the deontologist 

acknowledges her own fallibility, she must recognize that inaction would be a moral 

catastrophe under a plausible (if much less likely) analysis. 

Given such high stakes, inaction is looking awfully risky.  But does punching someone 

to stop the meteor strike fare any better under our deontology-friendly assumptions?  The 

stakes are lower.  If the punching is wrong, it’s likely a nontrivial wrong, but not a moral 

catastrophe of the sort that involves millions of deaths.  On the other hand, this nontrivial 

wrong isn’t just a remote possibility: we’re assuming that absolutist deontology is likely 

substantively correct, and so punching – even for a worthwhile cause – is probably wrong.  We 
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are facing a choice, then, between one option that’s likely right, but possibly a moral 

catastrophe, and another that’s likely a nontrivial, but not at all catastrophic, wrong.   

Given the enormity of the stakes, punching seems to be the better, less risky strategy.  

(Likewise for a range of other options – lying to stop the meteor also seems justifiable, for 

example.)  There would be a reckless hubris in maintaining absolute commitment to your own 

fallible, moral judgments when millions of lives could otherwise be saved. 

Ultimately, however, determining which cases call for the deontologist to make 

exceptions will depend upon how we specify some aspects of the analysis that I only gesture at 

here (e.g., the likelihood that particular moral views are substantively correct, the comparative 

wrongness of these choices under different theories, the relative weightiness of these factors).  

At this stage, I am only concerned with showing that there are at least some cases in which 

extreme consequences will make absolute respect for rights a bad moral strategy, even if we 

suppose that absolutist deontology is probably substantively correct.  I’ve suggested that good 

strategies for being moral don’t only depend on the likelihood that an act is wrong (it will also 

matter how badly wrong an act could plausibly be, for example).  For this reason, the high 

likelihood that a rights violation is wrong can’t, alone, be enough to ensure that the violation is 

never a good strategy for being moral.  Sufficiently extreme consequences, avoidable with 

rights violations of greater and greater triviality, will eventually generate cases in which it is 

morally riskier to respect rights than to curtail them.  So, if the example above doesn’t seem 

compelling, we can consider other variants.  And these structural considerations also mean that 

other varieties of deontology (e.g., those which allow some punching but prohibit other 

activities) will face similar pressures – some exceptions to the prohibitions will have to be a 

good strategy.  If these exceptions are rare and extreme, this is only more in keeping with the 
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attitudes of many threshold deontologists.  In short, under deontology-friendly assumptions, 

there will still be procedural moral norms with a threshold structure.   

 

VI. Generalizing to Other Theories and Locating the Threshold 

I’ve considered two views about substantive morality that pose key challenges to 

threshold deontology, and I’ve argued that if we assume that either of them is very likely 

correct, procedural morality will still have a threshold structure.  Procedural norms may be 

what we set out to find in Part II – a set of moral norms for which consequences matter, but 

aren’t decisive, and which ultimately counsel acting like a threshold deontologist. 

I want to turn now to offering some initial reasons to think, first, that the pattern we 

observed with these theories would hold for other substantive theories too, and second, that the 

metaphorical threshold will be quite high, calling on us to follow deontological norms in the 

vast majority of cases, much as threshold deontologists often recommend. 

In Part III, I suggested that multiple factors shape norms.  Because of this, no one factor 

can fully settle what we procedurally ought to do.  For example, if the likely right theory calls 

for a particular action, that tells us this action is probably right.  But it can’t, on its own, 

determine how bad that act might be under plausible, competing theories or how risk averse we 

should be.  Taking seriously these additional factors means that our best strategy for being 

moral will never be simply to follow whichever moral theory is most likely to be right – we saw 

this with deontology and consequentialism above, but the same will hold with other views.  

Even if a substantive theory is very plausible, procedural norms will call on us to follow it only 

in some circumstances, but not others, inevitably giving procedural norms a hybrid character.  

If the plausible substantive views make recommendations similar to deontology and 

consequentialism, procedural norms will look very much like threshold deontology, in the way 
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that we saw above.  Where other types of moral theory receive greater weight, our procedural 

norms may diverge from traditional threshold deontology.  But, even in these cases, our best 

strategies for being moral will be hybrid in character.  Rather than being ad hoc, norms with 

this structure will be the most plausible. 

While defending a threshold structure, I’ve said very little about where the thresholds 

might be, and I won’t offer a definitive answer here.  Indeed, threshold deontologists don’t, 

themselves, agree about precisely where this cut-off might be.  But I do want to provide some 

initial thoughts.  Where the threshold is will depend on how we answer questions about, for 

example, the weight of different factors shaping procedural norms, the likelihood that a 

particular moral theory is substantively right, or which specific actions a theory would call for.  

I won’t pretend to address all of these here.  But I do want to suggest that some plausible 

answers would make the threshold fairly high. 

On some assumptions, this is easy to see.  A high threshold will be unsurprising if 

deontology is likely to be right.  And we can have at least a modestly high threshold if we see it 

as moderately plausible.  But this case becomes harder to make as we attach a greater likelihood 

to claims that good consequences should justify curtailing others’ autonomy.   

There are some reasons, though, to think that the threshold may nevertheless remain 

high under a broad range of assumptions about substantive morality, including those very 

sympathetic to consequentialism.  Departing from act-consequentialism most of the time isn’t 

only a protection against the possibility that consequentialism might be mistaken.  As I noted 

above, many consequentialists already believe that following particular rules, or rules of thumb, 

will be the best way to produce good consequences. 

There’s still a question, though, of whether the rules generating optimal consequences 

will look much like the rules that threshold deontologists have in mind.  It’s likely that there 
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will be at least significant overlap.  After all, norms like “do not kill the innocent” seem to be 

good rules for keeping some of the worst consequences at bay.  How far this convergence runs, 

though, depends greatly on what sorts of consequences are likely to be good.  If we assume 

autonomy to be valuable – which I take to be a fairly modest assumption – this should go a 

significant distance.  And there is a utilitarian tradition reaching back to Mill’s On Liberty that’s 

sympathetic to this link between autonomy and the generation of utility.26 

Finally, though more contingently, a high threshold may be recommended by 

considerations of what Rawls called reflective equilibrium.  Rawls suggested that we refine our 

theory of justice in light of our prior convictions about what’s just, but also refine those 

convictions in light of the demands of a strong theory.27  A similar approach is available for 

other aspects of morality.  Threshold deontology, and a high threshold in particular, are 

already compelling to many people, though they may have trouble justifying it.  Insofar as we 

have these independent convictions, this provides some reason to prefer refinements of my 

account with high thresholds over refinements that yield low thresholds.  (Of course, this won’t 

be persuasive to those without these initial commitments.  But enough share them to make it 

worth highlighting.) 

 

VII. Objections and Replies 

The Role of Substantive Norms 

I’ve argued that there is a set of moral norms – procedural norms – with a threshold 

structure.  But on my account, these aren’t the only moral requirements we face.  Even if we 

comply with procedural norms, there may be substantive norms that we’re transgressing.  This 

																																																								
26 John Stuart Mill, On Liberty, Ed. Elizabeth Rapaport, Indianapolis: Hackett Publishing, 1978 
(original publication: 1859). 
27 Rawls, 1971: 48. 
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is less troubling, though, than it seems.  First, we can’t directly follow substantive norms -- 

we’re fallible and can never be perfectly certain of our judgments about substantive morality.  

Instead, we try to act in ways that are good strategies for complying with substantive norms.  

I’ve argued that those strategies involve acting like a threshold deontologist, and that may be 

enough. 

But having two sets of norms may also be an asset of the view.  In discussing the high-

stakes cases that drive people to question absolutist deontology, Thomas Nagel suggested that 

we should be willing to violate these absolutist norms in certain rare and extreme cases.  But, 

on his view, this doesn’t make the violations justified – “it doesn’t become all right.”28  I take it 

that Nagel had in mind two, conflicting, substantive norms.  The combination of substantive 

and procedural norms, however, may help to make sense of this dynamic in a different way.   

If the only moral norms were threshold deontological norms, we might expect that 

complying with those norms would resolve these high-stakes cases – that it would make 

everything morally all right.  The presence of a substantive/procedural distinction leaves us one 

way to explain why it’s not.  I’ve argued that both substantive and procedural oughts have 

genuine moral force, and that if we transgress either type of norm, we’ve done something 

morally wrong.  So it’s possible to follow procedural norms calling on us to behave like 

threshold deontologists, while it remains an open question whether we acted substantively 

rightly.  It may be that we took the best approach to a hard situation, but nevertheless didn’t do 

everything right.  I will not try to argue for this view here.  How plausible this explanation is 

(and exactly which worries it is poised to explain) will depend a great deal upon how we fill in 

the particulars, and I don’t pretend that it would account for all dimensions of these dilemmas.  

But I do want to highlight it as a possible way to shed light on this dynamic in which the best 

																																																								
28 Nagel, 1974: 16-17. 



	 28 

choice still may not make things all right.  If this is correct, it suggests one reason that the 

presence of substantive norms (that may have content that isn’t threshold deontological) 

doesn’t need to be treated as a problem for this account. 

 

Alienation and Esoteric Morality 

I’ve suggested we should follow threshold deontological norms for strategic reasons, 

and this might seem to leave my view vulnerable to a challenge sometimes leveled against 

consequentialism: that following it would alienate us from our own values.  The concern is that 

some varieties of consequentialism press us to focus on the wrong considerations when making 

choices -- requiring cold, utility calculations, and alienating us from our own moral lives by 

leaving us out of touch with the passions and commitments that make our choices meaningful (I 

leave open whether consequentialism can avoid this problem).29   

At first blush, a substantive/procedural oughts account may also seem to involve 

decision-procedures that are far from our animating values.  You may believe, for example, that 

absolutist deontology is very likely substantively right – and that killing innocent people is 

never permissible, no matter what.  But it’s morally reckless to adhere to this rule when 

millions of lives would be saved by breaking it.  So, given the risks involved, your best strategy 

for being moral may be to behave in ways that you think probably aren’t moral.  And this, so 

the worry goes, may feel alienating.   

But following procedural norms doesn’t need to be alienating.  First, procedural oughts 

don’t require that you ignore your own moral convictions.  What you have reason to believe 

about substantive morality will shape what you procedurally ought to do, even if it doesn’t fully 

																																																								
29 Bernard Williams, “A critique of utilitarianism,” in Utilitarianism: For & Against, Cambridge: 
Cambridge University Press, 1973, 108-118. 
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settle it.30  And views about procedural norms are, themselves, among your moral convictions. 

But importantly, although there will be cases, like the example above, in which we procedurally 

ought to depart from even fairly strong convictions, they will be rare – the stakes will have to 

be quite extreme (and quite lopsided).  Much more often, the divergences between procedural 

oughts and our own views about what’s likely best will involve significant uncertainty on our 

part.  And those divergences hardly seem like the stuff of deep alienation.  Further, procedural 

norms sometimes diverge from our convictions only by calling for us to act in ways we suspect 

are supererogatory, just in case.  Here too the risk of alienation seems low. 

Finally, as I discuss in greater detail in other work, the motivation behind complying 

with procedural norms can be a deep commitment to treating others rightly.31  It may be 

precisely because you care that you reduce your risk of wrongdoing.  And if our actions are 

driven by these commitments – our care for those who we might wrong and our striving to 

treat them rightly – this doesn’t seem alienating at all. 

 

 

VIII. Conclusion 

I’ve argued that behaving like a threshold deontologist is a good strategy for being 

moral.  Although the discussion has taken some technical turns, I see it ultimately as an effort 

to make precise a more basic and intuitive idea.  We should want our actions to be morally 

good, and we have a moral responsibility to try to achieve this in the right ways.  It’s an error 

																																																								
30 The likelihood of moral wrongdoing matters to what we procedurally ought to do.  
But how closely tied this is to our beliefs about morality will depend upon how 
objectively or subjectively we specify the likelihood of wrongdoing.  See Rosenthal, 
“Trying to Be Moral, Morally,” for further discussion of this issue. 
31 Chelsea Rosenthal, “Appendix,” in Ethics for Fallible People, Dissertation, New York 
University (manuscript). 
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to go about this with too much certainty, not accounting for the contingency that we may be 

mistaken.  And dogmatic adherence to a single, first-order moral theory can carry precisely this 

kind of recklessness and hubris. 

 


